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Summary:
· 13 years of experience in Data Engineering, Data Governance, ETL, and Big Data ecosystems across on-premise and cloud (AWS & Azure) environments
· Cloud-native ETL/Data Engineering specialist with delivering large-scale batch and streaming healthcare, telecom, retail, and BFSI.
· Expertise in architecting end-to-end data pipelines, ingestion, integration, modeling, warehousing, and real-time analytics using Hadoop/Spark, Informatica PowerCenter/IICS, and Python
· Extensive experience designing and developing SSIS (SQL Server Integration Services) packages for complex data extraction, transformation, and loading workflows across heterogeneous data sources.
· Strong background in data governance, metadata management, and regulatory compliance, collaborating with stakeholders to establish data quality standards and frameworks
· Hands-on skills with Informatica (PowerCenter, IICS), Hadoop (HDFS, Hive, Sqoop, Kafka, Airflow), Spark, AWS Glue, S3, Lambda, Azure Data Factory, and Snowflake
· Hands-on expertise in Informatica IICS/PowerCenter/MDM, Azure Data Factory, AWS Glue, GCP Dataflow, SSIS, Apache Spark, Databricks, Airflow, Kafka, Flink, and Palantir Foundry.
· Skilled in optimizing SSIS packages for performance and reliability, implementing checkpoints, logging, and error-handling mechanisms to support large-scale enterprise ETL operations.
· Worked on Data Governance and Metadata Management initiatives in the Telecom domain, leveraging tools such as Alation, Ataccama ONE (DQ, MDM, Metadata), and Manta for enterprise data cataloging, lineage tracking, and master data quality improvement.
· Proficient in ETL design, performance tuning, and orchestration of complex workflows integrating diverse data sources (Oracle, Teradata, SQL Server, flat files, XML)
· Experienced in OLTP/OLAP systems, dimensional modeling (Star, Snowflake), and implementing SCD-based data warehousing solutions
· Skilled in data visualization and analytics using Tableau, Power BI, and Python (Pandas, NumPy, Matplotlib)
· Proficient in deploying, scheduling, and monitoring SSIS solutions using SQL Server Agent, ensuring seamless integration with downstream data warehousing and reporting systems.
· Strong production support, debugging, and problem-solving skills with a track record of delivering scalable, secure, and reliable data solutions on time

Skills:
· Cloud Environment: Amazon Web Services (AWS), Microsoft Azure, GCP
· ETL Tools: Informatica PowerCenter 9/10, Informatica IICS (CDI, CAI, CDQ)
· Programming & Scripting: SQL, PL/SQL, Python (Pandas, NumPy), Scala, Shell Scripting
· Cloud Platforms: AWS (S3, Glue, Lambda, RDS), Azure (Data Factory, Blob Storage, SQL Database),snowflake
· BI Tools: Tableau, QlikView
· Data Governance & Metadata Management:Alation, Ataccama ONE (DQ, MDM, Metadata), Manta, BigEye, Collibra (familiar), Data Stewardship, Metadata-driven Engineering (MDE), Data Observability
· Data Modeling Tools: Erwin Data Modeler, Oracle SQL Developer Data Modeler, TOAD Data Modeler
· Scheduling Tools: Autosys, Control-M, Cron, ASG Zena
· Databases: Oracle, SQL Server, Teradata, DB2.
· BI Tools: Tableau, QlikView 
· Testing: PyTest
· DevOps: Docker, Git, Jenkins
· Big Data Ecosystem: HDFS, Yarn, MapReduce, Spark, Kafka, Kafka Connect, Hive, Airflow, Terraform, tream Sets, Sqoop, HBase, Flume, Pig, Ambari, Oozie, Zoo Keeper, Nifi, Sentry
· Methodologies: Agile, Waterfall
· Collaboration: Confluence, Jira, Trello
· Data Science: AI/ML, pandas, matplotlib, seaborn
· Other Tools: XML, XSD, XSLT, Git, Jira, Ipswitch, Web Services
· OS: Windows, Unix, Linux.

Education& Certification:
· Bachelor'sin Computer Science from JNTU University, India, 2012

Work Experience:
AT&T, Dallas, TX                                                                                                                        Aug 2021- to date
ETL Developer/ Snowflake Data Engineer 
Responsibilities:
· Developed Compute Engine – Spark Project for no code data pipelines.
· Created an end-to-end streaming data architecture using Azure Event Hubs, Azure Stream Analytics, and Databricks, delivering near real-time insights into customer transactions.
· Migrated on-prem Spark application to AWS EMR.
· Migrated the data from Oracle to S3 using AWS DMS.
· Created AWS glue to parse the XMLs and load the data into S3 buckets.
· Modernized legacy SSIS/PowerCenter workflows by migrating to scalable cloud data lake/lakehouse architectures using S3, ADLS, Delta Lake, and BigQuery.
· Performed Platform Administration including user provisioning, role assignment, environment configuration, and performance monitoring for enterprise data platforms.
· Installed and supported B2B Data Exchange systems, ensuring secure file transfers, partner onboarding, and data validation across distributed systems. 
· Administered Test Data Management (TDM) processes using Informatica tools, ensuring secure, masked, and compliant test data provisioning across multiple environments.
· Implemented RBAC, LDAP/AD integration, and platform-level security controls to enforce access governance and regulatory compliance. 
· Deployed AI-driven data quality and enrichment frameworks to improve dataset usability and consistency across business domains.
· Designed and implemented high-performance NoSQL data models using Amazon DynamoDB for scalable, low-latency applications.
· Developed and optimized SQL scripts, stored procedures, and views within Synapse for efficient data transformation and reporting.
· Built reusable PySpark modules for rating model input preparation, claims data reconciliation, and reserve analytics.
· Participated in Agile ceremonies including daily stand-ups, sprint planning, sprint reviews, and retrospectives as part of a Scrum team.
· Configured SnapLogic tasks, schedules, and triggers for automated workflows and real-time data processing.
· Integrated CDP data with marketing automation and analytics tools for personalization and segmentation.
· Designed and implemented modular SQL-based data models using dbt, enabling scalable and maintainable transformations in pipelines on AWS, Azure, and GCP.
· Automated data model deployments using dbt and CI/CD in Azure DevOps, ensuring version-controlled transformations in Snowflake and Databricks.
· Integrated Delta Lake and Unity Catalog for unified data governance and access management across multi-cloud data platforms.
· Led Tonic AI Administration, configuring synthetic data generation, data masking policies, and integration with CI/CD pipelines for secure test automation.
· Managed enterprise-grade user management and access control frameworks, aligning with security best practices and enterprise compliance standards.
· Designed and implemented secure data ingestion pipelines using AWS Kinesis and S3, ensuring encrypted data transfer and compliance with enterprise security standards.
· Designed and developed complex ETL workflows using IBM DataStage to extract, transform, and load data from heterogeneous sources (DB2, flat files, SAP, Oracle) into enterprise data warehouses.Designed and implemented data pipelines in Azure Synapse Analytics to integrate data from multiple sources (on-premise, cloud, APIs) into a centralized data warehouse.
· Designed data ingestion, preprocessing, and feature pipelines supporting AI/ML and LLM applications.
· Designed and maintained PostgreSQL databases, schemas, tables, views, and indexes for analytical workloads.
· Built Terraform-based infrastructure provisioning for Databricks clusters and Snowflake warehouses.
· Implemented MLflow pipelines for end-to-end model tracking and deployment.
· Designed data quality and observability dashboards using Prometheus and Grafana for real-time data pipeline monitoring.
· Developed OCR-based data extraction workflows using Tesseract, AWS Textract, or Google Vision API to digitize and structure scanned documents.
· Implemented real-time data processing solutions using Scala and Kafka, enhancing the system's ability to handle high-velocity data streams.
· Integrated Palantir data assets with external systems (Snowflake, BigQuery, Power BI) for advanced reporting and visualization.
· Developed and maintained real-time data processing pipelines using Apache Flink for high-throughput, low-latency streaming applications.
· Deployed AI-assisted data validation and anomaly detection pipelines leveraging OpenAI and custom fine-tuned LLMs.
· Designed and managed big data processing pipelines on AWS EMR leveraging Spark, Hive, and Hadoop for large-scale data transformations.
· Built feature engineering workflows using Spark and Python to prepare large-scale datasets for supervised and unsupervised ML models.
· Designed and built high-performance ETL/ELT pipelines to process structured, semi-structured, and unstructured data from diverse sources across Snowflake.
· Developed end-to-end ML workflows — from data preparation to training, tuning, and deployment using SageMaker Pipelines.
· Built semantic search APIs in Python and Golang to expose indexed enterprise content to downstream AI applications.
· Optimized embedding generation and storage by leveraging batch inference pipelines on GPU clusters (Databricks, SageMaker).
· Designed and implemented data ingestion pipelines using AWS Glue and PySpark to read and write structured/unstructured data from DynamoDB tables to S3 and Snowflake for analytics.
· Designed and implemented ETL pipelines using Talend to extract, transform, and load data from multiple heterogeneous sources such as APIs, flat files, RDBMS, and cloud storage.
· Developed ETL workflows using PySpark, SQL, and Airflow to consolidate call detail records (CDRs), plan charges, and promotional adjustments into a unified billing system.
· Used Java Streams API and lambda expressions to efficiently handle large data collections.
· Developed real-time and batch data pipelines integrating IoT, API, and clickstream data using Spark Structured Streaming, Kafka, Event Hubs, and Flink.
· Performed database tuning and query optimization using DB2 EXPLAIN plans and Netezza performance statistics to reduce ETL runtime and resource usage.
· Utilized Synapse Pipelines (Data Flows) for ETL/ELT processing and data orchestration across Azure Data Lake, Azure SQL, and Power BI.
· Built scalable data pipelines to consolidate customer data from multiple touchpoints of web, mobile, email, CRM into a CDP.
· Integrated AWS (EC2, S3, RDS, CloudFormation, Lambda) and GCP services for hybrid cloud data workflows and security operations, including logging and incident response.
· Built data pipelines integrating structured, semi-structured, and unstructured data for downstream AI model consumption.
· Executed integration tests using waterfall testing methodologies such as system integration testing (SIT) and user acceptance testing (UAT), documenting test results and defects for remediation and validation
· Automated data ingestion pipelines to integrate structured and semi-structured data into Netezza and DB2 environments.
· Automated infrastructure provisioning and CI/CD of ETL workflows using Azure DevOps Pipelines, Jenkins, Terraform, Docker, and Kubernetes.
· Worked extensively on Palantir Foundry for data integration, ontology modeling, and building reusable data assets to support actuarial and underwriting analytics.
· Automated document ingestion and metadata tagging by integrating OCR outputs into ETL data pipelines.
· Optimized PostgreSQL performance through indexing, query tuning, and partitioning for large data volumes.
· Designed and maintained serverless architectures combining DynamoDB, Lambda, and API Gateway for data-driven applications.
· Built scalable and reusable DataStage parallel jobs, leveraging partitioning and pipelining techniques to optimize data processing performance.
· Maintained data quality and consistency across multiple CRM modules including leads, accounts, and opportunities.
· Designed and implemented data pipelines within Palantir Foundry to ingest, transform, and curate structured and unstructured datasets from multiple sources (S3, SQL, APIs, and on-prem systems).
· Extracted, transformed, and loaded (ETL) data from ProfitKey ERP systems into enterprise data warehouses using tools like Informatica, Talend, or custom Python scripts.
· Integrated Hadoop with data ingestion tools like Sqoop, Flume, and Kafka for real-time and batch data processing.
· Monitored pipelines using Azure Monitor, CloudWatch, Prometheus/Grafana; optimized Spark, Airflow, and Snowflake jobs for cost, performance, and scale
· Integrated various data sources and APIs using Scala, ensuring seamless data ingestion and processing workflows
· Strong experience implementing Master Data Management workflows, match-merge rules, and data governance/compliance frameworks across regulated environments.
· Implemented error handling, logging, and retry mechanisms in SnapLogic pipelines to ensure data reliability.
· Managed infrastructure and access control using Terraform and IAM roles on GCP.
· Partnered with Data Science teams to operationalize AI/ML and Generative AI solutions by feeding clean, governed data into models using Spark, dbt, Airflow, and Glue.
· Proven track record orchestrating microservices-based data platforms, improving data quality, accelerating time-to-insight, and reducing TCO.
· Developed pytest test cases extensively for unit testing by using monkey patching and mocking.

Anthem Inc, Richmond, VA                                                                                                     Nov 2019 – Jun 2021
ETL Developer/ IICS/ Snowflake Data Engineer 
Responsibilities:
· Created pyspark ETL applications. 
· Published messages to kafka topics using pyspark.
· Designed cloud-native ETL/ELT workflows using ADF, Databricks, Synapse, SSIS, Informatica IICS, dbt, and Snowflake to ingest, transform, and model large operational datasets
· Built real-time and batch data pipelines with Spark, Flink, Kafka, Event Hubs, and Python to process HL7, FHIR, EHR, billing, and claims data across healthcare and insurance domains
· Integrated OAuth-secured APIs; implemented HIPAA/GDPR-compliant masking, tokenization, encryption, audit logging, and RBAC via Unity Catalog and Purview.
· Created event driven AWS Lambda functions to handle latest files uploads from external and internal systems.
· Involved in Dimensional modeling of the Data warehouse and used Erwin to design the business process, grain, dimensions and measured facts
· Developed and maintained scalable ETL pipelines using Scala and Apache Spark, improving data processing efficiency.
· Created comprehensive documentation including business requirements documents, functional specifications, and data mapping documents to capture detailed requirements and facilitate traceability throughout the waterfall development lifecycle.
· Built partitioned and distributed tables in Synapse to enhance query performance and scalability for large datasets.
· Prepared and transformed large datasets for model training using SageMaker Processing and Feature Store.
· Implemented ETL workflows on EMR clusters for ingesting, cleansing, and aggregating structured and unstructured datasets.
· Designed, developed, and maintained Hadoop-based data pipelines for large-scale structured and unstructured datasets.
· Combined OCR with NLP and LLMs to build intelligent document processing systems capable of reading and interpreting invoices, forms, and PDFs.
· Built ETL pipelines integrating DynamoDB with AWS Glue, Lambda, and S3 for real-time and batch data processing.
· Developed complex Talend jobs involving tMap, tJoin, tAggregateRow, and tParallelize components to optimize data transformation and aggregation.
· Developed end-to-end ETL frameworks in DataStage Designer and Director, managing job orchestration, scheduling, and monitoring.
· Integrated Apache Flink with Kafka for real-time data ingestion and sink connectors to systems such as HDFS, S3, Cassandra, and Elasticsearch.
· Implemented ETL workflows leveraging Palantir’s data lineage and governance features, ensuring compliance with data quality and audit requirements.
· Processed and transformed high-volume policy, claims, and premium datasets using PySpark on distributed clusters (Databricks / EMR) for analytical reporting.
· Created data quality dashboards and exception reports using DB2 stored procedures and SQL scripting.
· Integrated Palantir Foundry with AWS services (S3, Glue, EMR) and Snowflake for scalable data storage and processing.
· Migrated datasets between PostgreSQL and other databases using SnapLogic pipelines.
· Performed ETL extraction and data cleansing using SQL and SnapLogic before loading into data warehouses.
· Designed and developed end-to-end data pipelines using Databricks, PySpark, and SQL, enabling high-volume data ingestion, transformation, and loading into Snowflake for analytics and reporting.
· Collaborated with data analysts and business teams to define transformation logic and data quality rules.
· Created optimized Snowflake tables, views, and stored procedures, implemented performance tuning, partitioning, and caching for large-scale datasets.
· Developed Python-based ETL scripts with strong focus on data security, leveraging encryption libraries and IAM roles for secure access management.
· Built real-time data streaming solutions using AWS Kinesis Data Streams and Firehose, optimizing throughput and reducing latency in data processing workflows.
· Created DynamoDB tables with optimized partition keys and sort keys, improving query performance and scalability for high-volume transactional data.
· Integrated SnapLogic with AWS S3, Snowflake, Redshift, and Azure Data Lake for scalable data movement.
· Implemented ETL processes using Hadoop ecosystem tools such as HDFS, Hive, Pig, and MapReduce to process and transform data efficiently.
· Automated ETL workflows using Azure DevOps CI/CD pipelines and integrated Jenkins jobs for continuous build, test, and deployment of data components.
· Collaborated with data governance and compliance teams to ensure GDPR and Solvency II data standards were met within Palantir workflows.
· Developed PySpark scripts for complex transformations, data cleansing, and feature engineering to support downstream analytics and ML pipelines.
· Implemented Spark Structured Streaming for near real-time data processing in Databricks, ensuring low-latency ingestion from Kafka and Event Hubs.
· Designed and managed SQL-based data models in Snowflake and Databricks Delta Lake to support scalable analytical workloads.
· Leveraged Azure Synapse Studio for data exploration, debugging, and performance tuning using SQL and Spark pools.
· Implemented Informatica MDM (Hub, IDD, SIF APIs) to consolidate customer, product, and vendor master data across multiple source systems.
· Designed and developed large-scale data pipelines using PySpark for ingestion, cleansing, and transformation of insurance and reinsurance data from multiple sources.
· Integrated DynamoDB with Redshift, EMR, and Athena for reporting and analytics use cases.
· Implemented multithreaded Java programs for parallel data processing and improved ETL performance.
· Migrated hdfs and hivetables to AWS s3 datalake.
· Used SnapLogic Manager and Dashboard to monitor job runs and pipeline performance.
· Automated CI/CD using Azure DevOps/Jenkins/GitLab CI for Databricks notebooks, ADF pipelines, dbt models, and Kubernetes-based deployments
· Used Sqoop to ingest data from RDBMS - Oracle, MS SQL Server, Teradata, PostgreSQL, and MySQL.
· Migrated legacy SSIS/PowerCenter/Teradata workflows to modern lakehouse architectures on ADLS Gen2 + Delta Lake and Snowflake.
· Collaborated with business and architecture teams to gather requirements, estimate effort, create reusable templates, and deliver secure, scalable data platforms.

Route One LLC, Farmington Hills, MI                                                                                  May 2018 –Oct 2019
ETL Developer/ IICS/ Snowflake Data Engineer
Responsibilities:
· Built and maintained robust ETL pipelines using Informatica PowerCenter, automating data ingestion, cleansing, and transformation from flat files, Sybase, and mainframes into Oracle and Teradata data warehouses
· Developed source-to-target mapping documents, technical design docs (TDDs), and functional requirement documents (FRDs) under Agile methodology for iterative delivery
· Applied advanced Informatica techniques such as Pushdown Optimization, Partitioning, and performance tuning to handle large-scale data loads
· Managed and scheduled ETL workflows using Control-M and Informatica Workflow Manager, supporting data migration, data staging, and reconciliation processes.
· Integrated data from multiple sources into GCP for analytics and ML pipelines
· Designed and optimized data models and schemas in a big data environment, leveraging Scala for efficient data manipulation and transformation.
· Developed and maintained error handling, logging, and exception management frameworks for Talend jobs.
· Automated deployments and application administration tasks for Informatica using reusable templates and self-service models; handled user provisioning and code migration.
· Created initial and incremental ETL pipelines using pyspark.
· Tuned SnapLogic pipelines for high performance and low latency ETL operations.
· Configured Azure DevOps pipelines for automated deployment of Databricks notebooks, SQL scripts, and Python packages across dev, test, and prod environments.
· Integrated Jenkins with Git and Azure Repos to streamline CI/CD for ETL and data transformation projects, improving delivery speed and reducing deployment errors.
· Developed reinsurance exposure and claims aggregation pipelines, enabling accurate retrocession and catastrophe modeling.
· Created automated data quality checks and validation frameworks to ensure accuracy and consistency across policy, claims, and broker data sources.
· Monitored Hadoop cluster performance and resource utilization, resolving bottlenecks and improving job efficiency.
· Performed unit testing and validation of ETL pipelines using Python (PyTest), ensuring data quality and reliability across all stages of the workflow.
· Leveraged DynamoDB Streams to capture and process change data events for downstream analytics.
· Collaborated with DevOps and cloud teams to monitor jobs, automate recovery steps, and manage releases in Azure DevOps & Jenkins environments.
· Integrated DataStage ETL jobs with BI tools of Tableau, Power BI to deliver real-time and batch analytics.
· Integrated Talend with Snowflake/Redshift/BigQuery for data warehousing and analytical reporting.
· Designed and deployed scalable, cost-efficient ETL pipelines on GCP using Dataflow plus Apache Beam for batch and streaming jobs.
· Automated daily ETL workflows in SnapLogic with PostgreSQL as the main data store, reducing manual effort
· Built and deployed machine learning models using Amazon SageMaker, integrating data pipelines from S3, Redshift, and EMR.
· Led migration of on-premise DB2 workloads to cloud data platforms such as Azure Synapse or Snowflake, ensuring minimal downtime.
· Implemented AWS SNS for notification of different status of jobs in pyspark programs.
· Integrated MDM hub with downstream systems (CRM, ERP, BI platforms) to ensure consistent and accurate master data distribution.
· Enabled enterprise-wide insurance risk data unification by designing a standardized data model across underwriting, claims, and reinsurance functions.
· Integrated DynamoDB Streams with Kinesis Data Firehose to deliver real-time data to analytics and monitoring dashboards.
· Built data processing components in Java integrated with Hadoop, Spark, and HDFS environments.
· Packaged ETL applications into Docker containers and deployed them using Jenkins pipelines on Kubernetes clusters (EKS/AKS)
· Re-engineered DataStage ETL workflows to integrate with cloud-native orchestration tools
· Built automated DBT transformations with Airflow for Snowflake and Teradata targets; optimized SQL queries and indexing for faster analytics.
· Deployed infrastructure as code using Terraform for provisioning GCP resources securely and efficiently.
· Developed AWS Glue renationalize functions to explode nested JSON and XML files.
· Created Python scripts for data cleaning, feature engineering, and cloud operations automation (S3 uploads, EC2 control)
· Collaborated with DBAs and platform teams to optimize database access patterns, improve reliability, and ensure production stability

Dean Health Plan, Net Access- India                                                                                        Apr 2016 – Dec 2017
ETL Developer/ IICS Data Engineer
Responsibilities:
· Designed and implemented end-to-end ETL solutions using Informatica PowerCenter, IICS, and IDQ for structured and semi-structured data integration across AWS, Snowflake, and on-prem environments
· Built HIPAA- and GDPR-compliant data pipelines to process sensitive healthcare and insurance data, including EDI transactions (837, 835, 834, 270/271) and PII
· Developed complex Informatica mappings with SCD logic, dynamic lookups, business rule implementation, and reusable mapplets; tuned workflows for optimal performance
· Collaborated with cross-functional teams to gather requirements and translate them into technical specifications, utilizing Scala to develop robust data solutions.
· Utilized Informatica IDQ for profiling, cleansing, standardizing, matching, and validating data, integrating transformations like Labeler, Match, and Address Validator
· Implemented AWS SNS for notification of different status of jobs in pyspark programs.
· Created ETL pipelines from DB2 and Oracle to Snowflake using Python, Airflow, PL/SQL, and Unix shell scripts; scheduled using Jobtrac and Informatica Scheduler.
· Managed Hadoop ecosystem components, including YARN, HDFS, Hive Metastore, and HBase, ensuring high availability.
· Created data models and entity relationships in DynamoDB to support user entitlements, policy tracking, and operational reporting.
· Deployed DataStage jobs through CI/CD pipelines (Git, Jenkins) for version control and automated deployments.
· Integrated AWS (EC2, S3, RDS, CloudFormation, Lambda) and GCP services for hybrid cloud data workflows and security operations, including logging and incident response.
· Delivered real-time exposure management and catastrophe risk reporting using Palantir Foundry integrated with PySpark transformations.
· Monitored and tuned DynamoDB performance metrics using CloudWatch to maintain optimal throughput and latency.
· Collaborated with business stakeholders to define data governance and stewardship processes for MDM implementation.
· Ingested large datasets into AWS S3 and Redshift using Informatica Cloud and AWS Glue; orchestrated batch and streaming ETL processes using Spark on EMR and Lambda
· Participated in requirements gathering, TDD creation, and technical reviews; collaborated with functional and offshore teams to support agile delivery
· Ensured production support, data quality, access control, and audit readiness with custom monitoring, workflow management, and incident resolution
· Conducted system, integration, and unit testing; documented processes, created reusable components, and maintained comprehensive project documentation
Medco, Net Access-India                                                                                                          Feb 2015– Mar 2016
Informatica/ Data Engineer
Responsibilities:
· Designed and developed robust ETL pipelines using Informatica PowerCenter to support dimensional modeling, star schema designs, and Slowly Changing Dimensions (SCD)
· Created complex mappings, sessions, and workflows using transformations like Expression, Joiner, Aggregator, Lookup, Update Strategy, and Filter for efficient data integration
· Automated data processing and transformation tasks using Python and SAS scripts to align with evolving business logic and reporting needs
· Conducted performance tuning and optimization of Scala-based data applications to ensure minimal latency and maximum throughput.
· Automated data ingestion and transformation using Informatica Cloud Mapping Designer with GCP Cloud Storage and BigQuery, enabling near real-time reporting.
· Implemented performance tuning techniques at the mapping, session, source, and target levels; developed PL/SQL procedures for index and constraint management during bulk loads
· Used mapping variables, parameter files, and pre/post-session routines to build flexible and efficient ETL workflows across dev, test, and prod environments.
· Documented Hadoop workflows and maintained best practices for data processing, storage, and retrieval.
· Implemented data security and compliance measures in GCP during ETL processing to ensure GDPR/CCPA compliance.
· Applied Monte Carlo Data Observability to monitor data quality, lineage, and reliability in Snowflake and BigQuery environments
· Coordinated requirements gathering, technical design, and documentation activities to ensure clarity and alignment across the ETL lifecycle
· Managed deployment and migration of mappings using Repository Manager and Workflow Manager, ensuring version control and session/job orchestration

AdityaBirla, India	                                                                                                                  Aug 2014-Jan 2015 
Informatica Developer
Responsibilities:
· Designed and implemented end-to-end ETL workflows using Informatica PowerCenter and PowerExchange (CDC) to extract Oracle source data and load into SQL Server-based data warehouses
· Built complex mappings and reusable components using transformations such as Router, Joiner, Aggregator, Expression, Lookup, Update Strategy, and Sequence Generator
· Well-versed in Agile methodologies (Scrum, Kanban) and DevOps practices, ensuring smooth CI/CD pipeline implementation and efficient software deployment.
· Applied SCD techniques to maintain historical dimension data; ensured data quality and consistency through robust mapping logic and transformation rules.
· Created aggregated customer behavioral datasets from CRM and CDP sources for marketing, sales, and product teams.
· Developed PL/SQL scripts and Unix Shell scripts for data validation, job orchestration, and session scheduling in Informatica; used pmcmd for command-line session control
· Conducted source data analysis and collaborated with business stakeholders to gather requirements, define data models, and design technical solutions.
· Optimized ETL processes for CRM and CDP pipelines, improving data load times
· Performed data validation and statistical analysis using SQL, Python, R, and Excel to support business decision-making and ensure analytical accuracy
· Created detailed technical documentation including mapping specs, design documents, and change logs; managed code deployments across environments via deployment groups
· Implemented Informatica development best practices for maintainability, error handling, and performance optimization; supported production workflows and data warehouse architecture planning

Concentrix, India                                                                                                                              Jun 2012-Aug 2014  
Informatica Developer
Responsibilities:
· Designed and developed complex ETL workflows using Informatica PowerCenter, leveraging transformations like Lookup, Router, Aggregator, Sorter, Filter, Joiner, Normalizer, and SQL Transformation
· Built high-performance data pipelines with support for large data volumes by implementing Source Qualifier and Lookup SQL overrides, persistent caches, and incremental aggregations
· Developed dynamic mappings using parameters and parameter files; configured sessions with pre- and post-SQL commands for index and table optimization
· Created workflows using Event Wait, Command, Control, Email, and Link tasks to orchestrate scheduling logic and data file generation (daily, weekly, monthly)
· Implemented SCD logic to manage historical data in dimensional models and ensure accurate versioning in warehouse environments
· Developed and invoked PL/SQL procedures within ETL flows for table maintenance, conditional deletions, and pre-load data operations
· Created and modified Unix shell scripts to assist in automation and integration with Informatica sessions
· Provided data loads and defect fixes during QA cycles, and handled code migration and deployment activities across environments.

