SAMUELKANTIMAHANTY
Location:Dallas,TX
Phone:214-300-5720
Email:samuelswarup@gmail.com

Summary

Senior Data Engineer with 12+ years of experience designing, developing, and optimizing cloud-based data platforms on Azure, AWS, GCP, Snowflake, and hybrid environments. Proven expertise in building scalable ETL pipelines using Azure Data Factory (ADF), Databricks / PySpark, Python, and SQL, along with advanced dimensional modeling and data warehousing solutions supporting analytics and business intelligence initiatives. Experienced in delivering Power BI, Tableau, and SSRS dashboards, enabling actionable insights across healthcare, banking, insurance, finance, and supply chain domains. Skilled in implementing CI/CD workflows with Azure DevOps, enforcing data quality, governance, and security. Adept at automating data workflows, optimizing SQL performance, and collaborating in Agile environments to deliver scalable, high-performance, and compliance-aligned data engineering solutions.

Technical Skills


	Category
	Technologies

	Languages
	Python,SQL,PySpark,CernerCCL

	Databases
	SQLServer(2012+),Oracle11g,DB2,MySQL, Snowflake,BigData(HDFS/Hive), Cerner Millennium

	ETL&DataPipelines
	AzureDataFactory,SSIS,Databricks(PySpark),SQL-basedETL

	Cloud
	AzureSynapse,AWS, GCP

	Analytics & BI
	PowerBI,Tableau,SSRS

	DevOps& CI/CD
	AzureDevOps,GitHubActions,Git, Jenkins

	Scripting
	JavaScript, TypeScript

	Tools&Platforms
	JIRA,HPQuality Center

	Methodologies
	Agile(Scrum),Waterfall

	OperatingSystems
	Windows, Linux


Technical Proficiencies
· Data Engineering & Architecture:Senior Data Engineer with expertise in designing scalable, cloud-based data platforms using Azure Data Factory (ADF), Databricks / PySpark, Snowflake, and Azure Data Lake Storage
· ETL / ELT Pipeline Development: End-to-end design, development, and optimization of high-volume ETL pipelines using ADF, Databricks, PySpark, Python, Spark SQL, and T-SQL
· Cloud Data Platforms:Strong hands-on experience across Azure, Snowflake, and hybrid on-prem/cloud environments
· Dimensional Modeling & Data Warehousing: Advanced dimensional modeling (star and snowflake schemas), fact/dimension design, slowly changing dimensions, and late-arriving data handling
· SQL & Performance Optimization: Expert-level SQL development and tuning across Snowflake, SQL Server, Oracle, DB2, and Redshift, including indexing, execution plan analysis, and query optimization
· Big Data Processing: Distributed data processing using Databricks / PySpark, Spark SQL, and parallel processing techniques for large-scale datasets
· Analytics & BI Enablement: Delivery of analytics-ready datasets for Power BI, Tableau, SSRS, including advanced DAX and semantic model design
· CI/CD & DevOps for Data Engineering: Implementation of CI/CD pipelines using Azure DevOps and GitHub Actions for ADF, Databricks, and analytics deployments
· Data Quality, Governance & Security: Data validation, reconciliation, auditing, metadata management, lineage tracking, Microsoft Purview, and secure access controls
· Monitoring & Incident Management: Proactive monitoring of ETL pipelines, troubleshooting failures, and performance degradation using Azure Monitor and Databricks logs
· Agile & Cross-Functional Collaboration: Active participation in Agile methodologies, collaborating with clinical, business, and analytics stakeholders
· Compliance & Regulatory Reporting: Support for audit, compliance, and regulatory reporting through reliable, traceable, and governed datasets

Professional Experience
PoolCorp–Dallas,TX
SeniorDataEngineer|May2024–Present

· Served as a Senior Data Engineer architecting an enterprise cloud data platform using Azure Data Factory (ADF), Databricks / PySpark, Snowflake, and Azure Data Lake Storage.
· Engineered scalable ETL pipelines in ADF and Databricks (PySpark) to ingest data from SQL Server, Oracle, APIs, and flat files.
· Designed enterprise-grade dimensional modeling schemas (facts and dimensions) within Snowflake to support analytics workloads.
· Developed high-performance SQL, Spark SQL, and Python transformations for large-scale data processing.
· Standardized and optimized Databricks notebooks for reusable, production-ready data engineering pipelines.
· Implemented automated CI/CD pipelines using Azure DevOps for ADF pipelines and Databricks notebooks.
· Monitored and troubleshot ETL pipeline failures, latency, and performance degradation using Azure Monitor and Databricks logs.
· Tuned Snowflake virtual warehouses, clustering strategies, and SQL queries to improve performance and cost efficiency.
· Enforced data security, RBAC, and encryption standards across Azure and Snowflake environments.
· Delivered analytics-ready datasets for downstream consumption in Power BI and Tableau.

AdventHealth –Dallas,TX
SeniorDataEngineer|Oct2023– April2024

· Led enterprise data transformation initiatives as a Senior Data Engineer using Snowflake, Databricks / PySpark, DBT Cloud, and Azure Data Factory.
· Designed scalable dimensional modeling solutions aligned with Power BI and Tableau analytics requirements.
· Built modular, testable ETL pipelines using SQL, Python, and PySpark.
· Optimized complex Snowflake SQL transformations to support high-volume analytical workloads.
· Integrated curated datasets into Power BI semantic models and Tableau dashboards.
· Developed advanced DAX calculations to support complex measures in Power BI.
· Implemented automated data quality tests and validations within DBT and ETL pipelines.
· Reduced transformation runtimes through SQL tuning and Snowflake performance optimization.
· Managed code versioning and automated deployments using CI/CD pipelines in Azure DevOps.
· Collaborated with analysts and stakeholders to translate business logic into analytics-ready data models.

InspiraHealthNetwork–Dallas,TX
SeniorDataEngineer|Oct2017–Sep2023

· Designed and maintained enterprise data warehouses using Snowflake, SQL Server, Oracle, DB2, and Redshift.
· Migrated legacy ETL pipelines from SQL Server and Oracle to Snowflake, improving scalability.
· Developed complex SQL queries, stored procedures, functions, and triggers for transformation automation.
· Applied advanced SQL tuning and indexing strategies using Oracle SQL Tuning Advisor.
· Implemented optimized dimensional modeling patterns to enhance reporting performance.
· Ensured data accuracy across staging, warehouse, and reporting layers.
· Analyzed execution plans using TOAD and SQL Developer to resolve performance bottlenecks.
· Handled slowly changing dimensions and late-arriving data in Snowflake.
· Ensured high availability and reliability for data engineering and analytics workloads.
· Supported downstream Power BI and Tableau reporting environments.

OracleCerner–KansasCity, KS
DataEngineer|Nov2015–Sep2017

· Designed enterprise data quality frameworks across ETL pipelines built in ADF, Databricks / PySpark, and Snowflake.
· Investigated and resolved data discrepancies across SQL Server, Oracle, and Snowflake systems.
· Automated metadata ingestion and lineage tracking using Python and Microsoft Purview.
· Built audit trails and compliance extracts using parameterized T-SQL in SQL Server.
· Enforced data governance, security, and access controls across Azure and Snowflake platforms.
· Developed data validation and reconciliation layers using PySpark and SQL.
· Monitored ETL pipeline health using Azure Monitor and Databricks logging.
· Implemented robust CI/CD pipelines using Azure DevOps for data engineering deployments.
· Supported regulatory and audit initiatives with trusted, traceable datasets.
· Collaborated with governance and compliance teams to align data engineering standards.

BerkleyInsurance–Dallas,TX
SoftwareEngineer|Aug2015–Oct 2015

· Designed and implemented Healthcare Data / EMR ETL pipelines using Azure Data Factory, Databricks / PySpark, and Snowflake.
· Integrated EMR data from Cerner Millennium using CCL, DA2, Discern Rules, and Discern Visual Developer.
· Built scalable ETL pipelines for clinical, claims, and regulatory healthcare datasets.
· Modeled healthcare analytics using dimensional modeling techniques.
· Delivered healthcare dashboards using Power BI, Tableau, SSRS, and Power Insight.
· Managed clinical transaction data in Oracle and centralized analytics in Snowflake.
· Implemented data validation, deduplication, and late-arriving data logic for EMR pipelines.
· Automated testing using Selenium, Playwright, Postman, and TOSCA.
· Deployed healthcare analytics using CI/CD and Azure DevOps.
· Acted as technical liaison between clinical stakeholders and engineering teams.


JPMorganChase–Hyderabad,India
SoftwareEngineer|Oct2010–Oct 2013

· Built enterprise ETL pipelines across finance, insurance, banking, and supply chain using ADF, Databricks / PySpark, and Snowflake.
· Designed scalable dimensional models for forecasting, compliance, and operational analytics.
· Developed Python and PySpark scripts for ingestion, cleansing, and transformation.
· Optimized SQL queries across SQL Server, Oracle, and Snowflake environments.
· Delivered analytics-ready datasets to Power BI and Tableau platforms.
· Reduced data refresh latency through Databricks parallel processing.
· Automated data validation and API testing for pipeline reliability.
· Orchestrated deployments using CI/CD pipelines in Azure DevOps.
· Participated in Agile ceremonies supporting iterative delivery.
· Delivered secure, cloud-ready solutions aligned with Senior Data Engineer best practices.


Education

MasterofScienceinTechnologyManagement
TexasA&MUniversity–Commerce,TX|Jan2014–May2015
